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Abstract—Image classification represents an important task
in machine learning and computer vision. To capture features
covering a diversity of different objects, it has been observed
that a sufficient number of learning instances are required to
efficiently estimate the models’ parameter values. In this paper,
we propose a genetic programming (GP) based method for
the problem of binary image classification that uses a single
instance per class to evolve a classifier. The method uses local
binary patterns (LBP) as an image descriptor, support vector
machine (SVM) as a classifier, and a one-way analysis of variance
(ANOVA) as an analyser. Furthermore, a multi-objective fitness
function is designed to detect distinct and informative regions of
the images, and measure the goodness of the wrapped classifiers.
The performance of the proposed method has been evaluated on
six data sets and compared to the performances of both GP based
(Two-tier GP and conventional GP) and non-GP (Naı̈ve Bayes,
Support Vector Machines and hybrid Naı̈ve Bayes/Decision Trees)
methods. The results show that a comparable or significantly
better performance has been achieved by the proposed method
over all methods on all of the data sets considered.

I. INTRODUCTION

Over several decades, the problem of image classification
has been broadly investigated due to its importance in a
variety of fields such as pattern recognition and computer
vision. Most methods rely on the assumption that the number
of instances is sufficiently large in order to estimate the
model’s parameter values. Clearly, such methods can perform
badly in situations where the number of available instances is
small or limited, such as ID-card identification and fingerprint
recognition. Motivated by the outstanding ability of the human
visual system, many researchers have tried to replicate the
functionality of grasping a new category of objects from a
single image in machines. This, however, represents a more
challenging problem as the model has to detect a number of
informative yet generalised regions of the image.

Salakhutdinov et al. [23] proposed a method that integrates
deep-learning with structured hierarchical Bayesian models to
address the problem of learning low-level image features. Their
model adopts a two-stage approach that transfers knowledge
via a probabilistic model relying on the learnt features. A
Bayesian based method for the problem of object categori-
sation was proposed by Fei-Fei et al. [8]. In their method,
probability density functions are used to represent the prior
knowledge of object categories. Hence, the method relies on
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previously obtained knowledge to categorise future instances.
Lake et al. [14] introduced a generative model for the problem
of inferring latent strokes in novel characters relying on
previously learnt characters. The method requires a large stroke
vocabulary that is abstracted from a large number of previous
characters.

Motivated by Darwinian principles of natural selection,
Genetic Programming (GP) aims to evolve a computer program
(solution) to solve a user-defined problem [12]. GP techniques
have been effectively applied to a variety of problems such as
object detection, classification, and recognition. Moreover, GP
techniques have been successfully used to perform different
tasks such as feature selection [1], extraction [15], and con-
struction [19].

In order to train or evolve a classifier, the raw data need to
be formed in a way that the model can deal with. In images,
image descriptors have been widely used to perform this task
of transferring raw pixel values to a different domain. Gener-
ally, image descriptors can be categorised into two categories:
sparse and dense [16]. The major difference between the two is
that the former uses a predefined number of regions to extract
features, while the latter works in a pixel-by-pixel fashion.
The local binary patterns (LBP) [21] operator represents one
of the well known dense-based image descriptor in the field
of computer vision. LBP and its variants have been widely
used in a variety of domains [24], [20], [16]. This operator is
discussed more in Section II.

In this paper, a GP based method for image classification is
proposed that adopts a one-shot learning approach to evolving
a classifier using a training set that consists of a single instance
of each class. Moreover, this method combines different com-
ponents such as descriptors, classifiers, and analysers that aim
at performing different tasks. Specifically, we are interested in
investigating:

• What program structure is needed to handle the oper-
ation of detecting informative regions of the image?

• How can the fitness function be designed to facilitate
the task of measuring the effectiveness of the detected
regions of the image, to ensure the distinction of those
detected regions, and measure the classification ability
of the evolved program based on the detected regions?

• Whether the proposed system is more efficient than
conventional and Two-tier GP [3] methods on different
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Fig. 1. An example shows the steps of calculating the LBP code of a pixel
in a 3× 3 window.

types of data sets.

• Whether this approach can outperform three com-
monly used machine learning methods: Naı̈ve Bayes,
Support Vector Machines, and hybrid Naı̈ve Bayes/
Decision Trees.

II. LOCAL BINARY PATTERNS

The LBP operator proposed by Ojala et al. [21] aims at
extracting information from the image based on the variation
of pixel values. As a dense image descriptor, LBP works in
a pixel-by-pixel fashion. The operator computes the value of
a central pixel vc based on the intensities of neighbouring
pixels that are located on a circle of a specific radius. The
LBP operator is formally defined as follows:

LBPP,R =

P−1
∑

i=0

s(vi − vc) 2
i

(1)

where R is the radius, P is the number of neighbouring pixels,
s(x) returns 1 if x ≥ 0 and 0 otherwise, and vi and vc are
the intensity values of the ith neighbour and central pixel
respectively. As demonstrated in Figure 1, the calculation of
each pattern requires three steps: (1) compute the value of s(.)
for each of the P neighbouring pixels; (2) multiply the resulted
values of the first step by the power of two (weights) starting
from a predefined angle in a clockwise or counterclockwise
direction; and (3) calculate the summation of the resulted
values of the second step. The value resulting from the last
step is used as the value of the central pixel, as shown in
Figure 1.

The computed LBP values form a special histogram known
as local binary patterns histogram (LBPH) that is used to
represent the feature vector of the image. The length of the
feature vector depends on the total number of different patterns
that can be represented. For example, a pattern of length 8-bits
can be used to represent up to 256 different codes (0=00000000
to 255=11111111). The length of the feature vector is 2L where
L is the length of the pattern in bits. Multiple histograms can
be combined together in which each of them are extracted from
a different region to form the feature vector [2] as shown in
Figure 2. In this case, the resulted feature vector is of length
D×2L where D is the number of regions and L is the length of
pattern. A histogram H of length K computed over an image
of size M ×N is formally defined as follows:

H(k) =

M−1
∑

i=0

N−1
∑

j=0

(LBPP,R(Vij) = k) k = 0, 1, ...,K − 1 (2)

where k is the kth bin of the histogram, and Vij is the value
of the pixel (i, j) in the image.

Fig. 2. A feature vector made of the concatenation of multiple LBP
histograms, each constructed from a different region.

Fig. 3. Texture primitives that can be detected using uniform-LBP codes.

In this study, we combine the sub-histograms (histograms
generated from different regions) by summing up the corre-
sponding bins. Hence, the resulted feature vector is of length
equivalent to the length of a single histogram (2L).

The introduction of uniform local binary patterns repre-
sents an important extension of the conventional LBP [22].
An LBP code is called uniform if it has at most two circular
bitwise transitions from 0 to 1 and 1 to 0. For example,
the codes 00011110, 00001110, and 00111000 are uniform;
while the codes 01000011, 11100110, and 00010100 are non-
uniform. Omitting non-uniform codes has a significant impact
on reducing the size of the feature vector. Furthermore, it can
be used to detect a variety of texture primitives as shown in
Figure 3. The use of only uniform LBPs has proven to have the
influence of improving the classifier’s performance [2], [22].

III. THE NEW METHOD

The proposed method (Compound-GP) has a number of
components. This section discusses the role of each component
and describes the structure of the tree-based GP individual
evolved by the proposed method. The function set, terminal
set and fitness function are also discussed here.

A. Compound-GP and Program Structure

The structure of each individual of the proposed method
consists of four components that each has its own role: (1)
detector; (2) descriptor; (3) analyser; and (4) classifier. The leaf
nodes of an individual represent a number of detected regions
of the image that is performed by GP operators (e.g. mutation
and crossover). A descriptor takes each of the detected regions
and transforms it to a different domain (feature extraction).
Here, we use the LBP operator to generate a uniform-LBP
histogram of each region. The generated histogram is saved as
a sub-histogram and also accumulated with other histograms
generated from different nodes. The statistics of each extracted
histogram, specifically the mean and standard deviation values,
are calculated. These values are then passed to the third
component to train a number of SVM classifiers. Moreover,
these values are stored in two special lists that are list of
accumulation and list of multiple. The statistics of each accu-
mulated histogram generated from one of the root node child
nodes along with the class label of the instance being evaluated
are used to generate a patch object. The generated patch objects
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Fig. 4. Example of the structure of a Compound-GP individual.

are stored in the list of accumulation. For example, if the root
node has three child nodes then for each instance there will
be three patch objects stored in this list. Those patch objects
play two roles during the training process: (1) to train some
classifiers; and (2) to test the distinction level of the detected
regions between images of different classes. Unlike the list
of accumulation, the list of multiple uses the sub-histograms
instead of the accumulated ones to generate the patch objects.
Moreover, the list of patch objects of this list will only be used
to train classifiers.

A statistical significance test is used to measure how
significant the difference is between features extracted from
instances of different classes. In other words, it analyses the
discrimination power of the detected regions. In this study, a
one-way analysis of variance (ANOVA) is used to perform
this task using patch objects stored in the list of accumulation.

For the classifier component, each child node of the root
node has two SVM-based and two k-Nearest Neighbour (kNN)
classifiers. The patch objects stored in the list of accumulation
are used to train one SVM classifier and also represents the
knowledge base of a kNN classifier. The patch objects of list of
multiple are used to train the other SVM and as a knowledge
base of the other kNN classifier as shown in Figure 5. An
outline of the individual structure is presented in Figure 4.

To classify an instance of the test set, the following
procedure is adopted. The predicted class label of each of the
four classifiers (two SVM and two kNN) is recorded. After
repeating this procedure for each child node of the controller
node, the instance is assigned the corresponding class label
that has the majority of the votes of all predicted labels. For
example, if the controller node has three child nodes, then there
will be 12 predicted labels (3 nodes × 4 classifiers) and the
class label of the test instance being evaluated will be the one
that has more than six votes. However, in case the number of
votes is half-half, the method will rely on the smallest distance
value of the kNN classifiers to predict the final class label.

To give the system more flexibility, an unbinned (shape
based) χ2 distance measurement is used with the kNN classi-
fier as shown in Equation (3). The use of this distance measure
makes the system invariant to the shifting of the generated
histograms.

χ
2(ha

, h
b) =

|µa − µb|

σa + σb
(3)

Here ha and hb are the two histograms, µa and µb are the
mean values of the first and second histogram respectively,
and σa and σb are the standard deviation values of the first
and second histogram respectively.

Fig. 5. How the fitness value of an evolved program is calculated.

B. Function Set

The function set is made of three nodes that each has
a different number of children as well as different types of
inputs and outputs (strongly-typed GP [18]). The first type is
the controller node that represents the root of the tree. Each
individual has exactly one node of this type that resides on
top of all other nodes (i.e. it cannot be the child of any other
node). The number of child nodes of this type is fixed. The
main role of this node is to collect the results of its child
nodes and form them in a way that can be used later to
calculate the fitness value of the individual. The expander node
represents the second type of function node. The main role of
this type of node is to give the system the ability to evolve
individuals of different sizes. There are two things to notice:
(1) the appearance of this type of node in the individual tree
is optional; (2) it does not perform any function other than
allowing the individual tree to grow. An area node represents
the third type of function node. Unlike the expander nodes, the
appearance of the area nodes is mandatory. This type of node
appears at the bottom of the individual’s tree (i.e. near the leaf
nodes) and performs feature extraction. Each area node has
four child nodes taken from the terminal set. An area node
can be the child of the controller or an expander node, but not
of another area node. Moreover, each expander node has either
two area nodes or one area and one expander irrespective of
the order, as shown in Figure 4.

C. Terminal Set

The terminal set simply consists of four nodes that are: (1)
x-cord; (2) y-cord; (3) width; and (4) height, which represent
the child nodes of each area node. The values of these
four nodes represent a rectangular shaped window of size
width× height and centred at a pixel of the (x-cord, y-cord)
coordinates. The value of all of these four nodes is a randomly
generated integer that is constrained differently for each of
them. For example, the x-cord and y-cord can be any integer
value between 0 and the image width and height respectively.
Furthermore, the values of the width and the height cannot
be smaller than 3 or greater than the image width and height
respectively.

D. Fitness Function

In this study, a multi-objective fitness function has been
designed to handle different objectives. As shown in Equation
(4), there are three values: (i) p-value; (ii) distinct areas ratio
(DAR); and (iii) accuracy of classifiers.
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Fitness(I) =
p-value + (1−DARI)

AccI
(4)

DARI =
number of distinct areas

total number of areas
(5)

AccI =

W
∑

i=1

(

SVM
A
i + SVM

M
i

)

(6)

Here I is the current individual being evaluated, W is the
number of children of the controller node, SVMA

i and SVMM
i

are the accuracy values of the ith child SVM trained using the
features of the accumulated and sub histograms respectively.

To calculate the p-value, the statistics of the accumu-
lated histograms generated from different child nodes of the
controller node are used after grouping them based on the
class label. The smaller the p-value, the more significant the
difference of between groups. In order to ensure that the
system is detecting different (distinct) areas, the DAR value
is calculated as shown in Equation (5). Using different regions
is preferred over the use of similar regions. Hence, the larger
the DAR value the better the fitness. The third and last part of
the fitness function is the performance of the SVM classifiers
on the extracted features. As mentioned, each child node of the
controller node has two SVM classifiers. Hence, the classifiers
of a controller’s child node are trained using the extracted
features of this tree only as shown in Equation (6), and the
accuracies of all branches are summed up. The smaller the
fitness value, the better the individual.

IV. EXPERIMENT DESIGN

This section includes a discussion of the data sets used in
our experiments, and an explanation of the two baseline GP
methods. The GP parameter settings, evaluation procedure, and
implementation are also presented in this section.

A. Data Sets

The performance of the proposed method has been eval-
uated using six grey-scale image-based data sets. The data
sets can be categorised into three groups: (A) texture images
without variations; (B) texture images of varying illumination,
scale, and pose; and (C) object classification. Each of the
following subsections highlights one of these three types of
the data sets.

1) Type A data sets: The first group of data sets were taken
from the Kylberg Texture Dataset [13]. Originally, samples of
the Kylberg Texture data set come in two versions (with and
without rotated instances); each consists of 28 classes. Each
class of the first version (without rotated instances) consists of
160 unique samples while the classes of the second version
consist of 1920 samples each. The size of each instance is
576 × 576 pixels that we have re-sampled to 57 × 57 pixels
in our experiments to reduce the computational costs. Classes
that are visually close to each other were selected. Hence, only
eight out of the 28 classes of the without rotated instances
groups have been selected to form four data sets Textures-1,
Textures-2, Textures-3, and Textures-4 as shown in Figure 6.

Fig. 6. Samples from the six data sets.

TABLE I. DATA SET PROPERTIES

Training Set Test Set
Pos Neg Total Pos Neg Total

Textures-1 80 80 160 80 80 160
Textures-2 80 80 160 80 80 160
Textures-3 80 80 160 80 80 160
Textures-4 80 80 160 80 80 160
Textures-5 40 40 80 41 41 82
Faces 1450 1550 3000 1451 1549 3000

2) Type B data set: This group is made of only one data
set that consists of two classes taken from the KTH-TIPS
database [5]. The KTH-TIPS data set is supplementing the
CUReT dataset [6], which aims at providing samples that vary
in scale, pose and illumination. Hence, this data set is designed
to evaluate the robustness of the algorithm to such variations.
Similar to the previous group, two visually close classes have
been selected out of 10 classes to form Textures-5 data set.
Each class consists of 81 instances of size 200 × 200 pixels
that were used without re-sampling in our experiments.

3) Type C data set: Similar to type B data set, this group
has a single data set. The instances of this data set were drawn
from the CBCL Faces Database [10] which are divided into
two classes (face and non-face). Each of this two classes has
different number of samples (2,901 faces and 28,121 non-faces
in total) of size 19×19 pixels each as shown in Figure 6. In our
experiments, a mixture of 3,000 instances of both classes have
been used to form the training set and another 3,000 samples
to form the test set.

B. Data Preparation

The total number of instances of each data set has been
equally divided between the training and test sets. Table I lists
the number of instances per class in each of these sets for
each data set. The numbers under the Pos and Neg columns
represent the number of positive and negative instances respec-
tively. It is important to notice that although there are abundant
instances in the training sets, but only one instance of each
class is randomly selected to evolve a classifier. In other words,
the training phase uses only two instances and not the entire
list of available instances. The best evolved classifier is then
tested on the entire list of instances of the unseen data.

C. Baseline GP Methods

The performance of the proposed method is compared
to two GP-based methods and three non-GP methods. These
methods are discussed below.

1) Two-tier GP: The first method is the Two-tier GP that
was proposed by Al-Sahaf et al. [3], which aims at performing
automatic image classification using raw pixel values. In that
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Fig. 7. The regions of the domain-specific features of the five textures (left)
and face (right) data sets.

study, this method achieved a superior performance over all
comparative methods as revealed by the experiments in [3].

2) Conventional GP: Unlike both of the proposed and the
Two-tier GP methods, the Conventional-GP requires human
intervention to perform the feature extraction task (two-step
process) [7], [11]. The extracted features are then fed into GP
to evolve a classifier. The feature extraction is performed by
calculating a number of statistics on predefined regions. For
example, the mean and standard deviation values of each of the
four quadrants, eyes, nose, and mouth regions are calculated
to represent the feature vector of a sample of the faces data
set. This is based on the work of Bhowan et al. [4]. However,
the other five data sets are handled in a different way from the
faces one, that only the four quadrants and the central regions
are used, as shown in Figure 7.

3) Non-GP Methods: In order to compare the performance
of the proposed method to a different type of classifiers, three
commonly used, non-GP based methods are used: (1) Naı̈ve
Bayes (NB); (2) Support Vector Machines (SVM); and (3)
hybrid Naı̈ve Bayes/Decision Trees (NBTree). The domain-
specific features that were used with Conventional-GP method
are also used as the feature vectors for these three methods.

D. Parameter Settings

For comparison purposes, and due to having three GP-
based methods (two baseline and the proposed method), the
GP parameter settings are kept identical across all of them.
The ramped half-and-half method is used to initiate the initial
population. Each population is made of 200 individuals. The
tournament selection method is used to select the individuals
that will produce the next generation. The size of the tourna-
ment is set to 2 in order to give individuals with low fitness
value the chance to participate in GP operators. The rates of
reproduction, mutation, and crossover operators to produce the
individuals of the next generation are set to 1%, 19%, and
80% respectively. The size of each individual’s tree can be
of any depth between 2 and 10 levels. The GP process is
terminated when either the maximum number of generations
(20 generations) is reached or an ideal solution is found.

E. Evaluation

The training process of each GP method is repeated 30
times on each of the data sets. The training set is made of
two instances (one of each class) and kept identical across
all 30 runs. To ensure a different starting point, a different
seed value is used each time. Hence, there were 30 × 6 data
sets × 3 GP methods = 540 independent runs. Each non-GP
method is evaluated only one time on each of the data sets.
Due to the impact of choosing different samples to evolve the
classifier, the same process of 30 repetitions (GP methods) and
a single run (non-GP methods) have been repeated 10 times

using different instances of the training set. In other words,
the total number of independent runs is [(30 × 6 data sets ×
3 GP methods) + (1 × 6 data sets × 3 non-GP methods)] ×
10 = 5580. It is important to notice that the test set is identical
across all 10 repetitions.

The implementation of the three GP methods is done
using the Evolutionary Computing Java-based (ECJ) package
[17]. This was motivated by the fact that this package can
easily be extended to implement strongly-typed GP (STGP)
[18]. As discussed in Section III, SVM represents an essential
component of the proposed system. The implementation of
SVM and other non-GP based methods are taken from the
WEKA [9] package.

V. RESULTS AND DISCUSSIONS

The outcomes of the experiments are summarised in Table
II. As discussed in Section IV, all six methods (the proposed
and five baseline) have been evaluated on six different data
sets. Hence, each row in the table shows the performances of
different methods on one of these data sets. In order to check
whether the performance of the new method is significantly
better than other methods or not, t-tests have been used at
5% significance level. The “*” in Table II indicates that the
corresponding method has significantly worse performance
than that of the proposed method. It is important to notice
that, the value of each GP based method is the average of
300 (30 runs × 10 repetitions) runs, while the value of each
non-GP based method represents the average percentage of 10
independent runs. The discussions of the obtained results are
grouped into subsections similar to the grouping scheme that
is used in Section IV-A.

A. Type A Data Sets

The proposed method has significantly outperformed all
five baseline methods on Textures-1 data set. Moreover, the
proposed method has achieved 32.94% better accuracy over
the highest of the baseline methods (NBTree 64.44%).

On the Textures-2 data set, the proposed method has
achieved perfect accuracy in all of the runs. Even though
the NBTree method shows a very good accuracy in average
(96.13%), the statistical test revealed that the difference is
significant at the 1% level.

Apart from the NBTree method, the proposed method
shows significantly better performance over all other baseline
methods on the Textures-3 data set. Although the difference
is not statistically significant, the proposed method shows
on average 4.42% better performance than that of NBTree
classifier on this data set.

Similar to both of Textures-1 and Textures-2, the proposed
method has significantly outperformed all five baseline meth-
ods on Textures-4 data set which represents the last data set of
this group. The average performance of the proposed method is
12.79% better than the best (NBTree) of the baseline methods,
and 45.02% higher than the worst (Two-tier GP) amongst them.

B. Type B Data Set

The data set of this group is considered to be more
challenging than previous group due to variation in scale,
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TABLE II. THE RESULTS OF THE CONDUCTED EXPERIMENTS OF SIX METHODS ON SIX DATA SETS

Conventional-GP Two-tier GP Naı̈ve Bayes SVM NBTree Compound-GP
x̄ ± s x̄ ± s x̄ ± s x̄ ± s x̄ ± s x̄ ± s

Textures-1 55.12 ± 6.13 ∗ 51.70 ± 1.23 ∗ 52.19 ± 8.61 ∗ 53.38 ± 7.29 ∗ 64.44 ± 12.73 ∗ 97.38 ± 1.98

Textures-2 53.00 ± 1.76 ∗ 51.12 ± 0.89 ∗ 77.82 ± 6.59 ∗ 68.13 ± 13.13 ∗ 96.13 ± 2.39 ∗ 100.0 ± 0.00

Textures-3 53.58 ± 4.84 ∗ 51.29 ± 1.44 ∗ 72.13 ± 9.79 ∗ 67.94 ± 26.02 ∗ 84.50 ± 13.81 88.92 ± 6.20

Textures-4 50.86 ± 1.61 ∗ 49.90 ± 0.82 ∗ 69.25 ± 5.58 ∗ 63.00 ± 11.61 ∗ 82.13 ± 6.02 ∗ 94.92 ± 3.72

Textures-5 55.46 ± 6.58 ∗ 51.79 ± 2.10 ∗ 67.08 ± 13.54 ∗ 59.76 ± 22.59 ∗ 68.54 ± 10.58 ∗ 87.51 ± 8.57

Faces 54.36 ± 3.80 ∗ 55.80 ± 1.91 ∗ 62.08 ± 9.96 56.52 ± 10.83 ∗ 63.09 ± 9.47 70.22 ± 8.18

illumination, and pose of its instances. However, the proposed
method shows on average a very good performance of 87.51%
accuracy. The statistical test revealed that this percentage is sig-
nificantly higher than those obtained by any of the five baseline
methods. The proposed method shows 18.97% and 35.72%
better accuracy over the best (NBTree) and worst (Two-tier
GP) performances of the baseline methods respectively.

C. Type C Data Set

The proposed method on average shows significantly better
performance than Conventional-GP, Two-tier GP, and SVM
methods on the Faces data set. Although the difference is
not statistically significant, the proposed method has achieved
better results (70.22%) than both of the NB (62.08%) and
NBTree (63.09%) methods. As presented in Table II, the
proposed method on average scored 8.14% and 7.13% higher
performance than NB and NBTree respectively.

VI. CONCLUSIONS

In this paper, we proposed a hybridised GP method for
the problem of automatic binary image classification. The
method is composed of a number of components that cooperate
with each other to evolve a classifier. Moreover, the one-shot
learning approach is adopted, that is, only a single instance of
each class is used to train the classifier. The performance of the
proposed method is evaluated on six data sets and compared
against the performance of five (two GP and three non-GP)
different methods. The results of the conducted experiments
revealed that the proposed method has significantly outper-
formed all other methods on four of the experimented data
sets. On the other two data sets, the proposed method has
achieved significantly better accuracy than three out of the
five comparative methods and comparable with the other two.
In the future, we plan to extend this method to handle a multi-
class classification task. Also, we plan to analyse the evolved
programs and investigate whether such a program can be used
to perform feature extraction for different classifiers.
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